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1. Introduction

Throughout the history of infor-
mation storage in computers, one of
the most readily observable trends
has been the focus on data indepen-
dence. C.J. Date [27] defined data
independence as “immunity of ap-
plications to change in storage struc-
ture and access strategy.” Modern
database systems offer data indepen-
dence by providing a high-level user
interface through which users deal
with the information content of their
data, rather than the various bits,
pointers, arrays, lists, etc. which are
used to represent that information.
The system assumes responsibility
for choosing an appropriate internal
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SUMMARY: System R, an experimental database system,
was constructed to demonstrate that the usability advantages
of the relational data model can be realized in a system with
the complete function and high performance required for
everyday production use. This paper describes the three
principal phases of the System R project and discusses some
of the lessons learned from System R about the design of
relational systems and database systems in general.
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representation for the information;
indeed, the representation of a given
fact may change over time without
users being aware of the change.
The relational data model was
proposed by E.F. Codd [22] in 1970
as the next logical step in the trend
toward data independence. Codd ob-
served that conventional database
systems store information in two
ways: (1) by the contents of records
stored in the database, and (2) by the
ways in which these records are con-
nected together. Different systems
use various names for the connec-
tions among records, such as links,
sets, chains, parents, etc. For exam-
ple, in Figure 1(a), the fact that sup-
plier Acme supplies bolts is repre-
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f
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sented by connections between the
relevant part and supplier records. In
such a system, a user frames a ques-
tion, such as “What is the lowest
price for bolts?”, by writing a pro-
gram which “navigates” through the
maze of connections until it arrives
at the answer to the question. The
user of a “navigational” system has
the burden (or opportunity) to spec-
ify exactly how the query is to be
processed; the user’s algorithm is
then embodied in a program which
is dependent on the data structure
that existed at the time the program
was written.

Relational database systems, as
proposed by Codd, have two impor-
tant properties: (1) all information is
October 1981
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same time, Phase Zero taught us a
number of valuable lessons which
greatly influenced the design of our
later implementation. Some of these
lessons are summarized below.

(1) The optimizer should take
into account not just the cost of
fetching tuples, but the costs of cre-
ating and manipulating TID lists,
then fetching tuples, then fetching
the data pointed to by the tuples.
When these “hidden costs™ are taken
into account, it will be seen that the
manipulation of TID lists is quite
expensive, especially if the TID lists
are managed in the database rather
than in main storage.

(2) Rather than “number of tu-
ples fetched,” a better measure of
cost would have been “number of
I/0s.” This improved cost measure
would have revealed the great im-
portance of clustering together re-
lated tuples on physical pages so that
several related tuples could be
fetched by a single 1/0. Also, an
I/O measure would have revealed a
serious drawback of XRM: Storing

DATABASE SYSTEMS
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Dominance of I/O cost: The time taken to perform a disk ac-
cess is much larger than the time likely to be used manipulating
that data in main memory. Thus, the number of block accesses
(Disk I/0’) is a good approximation to the time needed by the
algorithm and should be minimized.
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I I I I ! HASH GROUP BY Impact: High Memory Usage: HASH GROUP BY
operations can consume a lot of memory, especially when dealing with
large datasets or high cardinality groupings. This can lead to memory
exhaustion and increased disk 1/O if ClickHouse starts using temporary

disk storage.CPU Overhead: Calculating hash values for each row can
be CPU-intensive, particularly with complex grouping expressions.Risk

. - of Spilling to Disk: If the memory gets exhausted, ClickHouse might
spill data to disk, significantly slowing down the query.
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Figure 6: Execution scheme of a simplified TPC-H

Query 1 in MonetDB /X100
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Figure 10: Query 1 performance w.r.t. vector-size

Peter A. Boncz, Marcin Zukowski,
Niels Nes: MonetDB/X100: Hyper—

Pipelining Query Execution. CIDR
2005: 225—237
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Database Architecture Optimized for the new
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In memoriam Dik Winter

VLDB 10-year Best Paper Award for
hardware-aware database technology

Researchers Peter Boncz, Stefan Manegold, and Martin Kersten of the
Centrum Wiskunde & Informatica (CWI) in Amsterdam won the
prestigious VLDB 10-year Best Paper Award on August 27.
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Attention to Low—Level Details

But many other database management systems use similar techniques. What really makes ClickHouse stand out is attention to low—
level details. Most programming languages provide implementations for most common algorithms and data structures, but they tend to
be too generic to be effective. Every task can be considered as a landscape with various characteristics, instead of just throwing in
random implementation.

Tips for building your own high—performance software

Keep In mind low—level details when designing your system.

Design based on hardware capabilities.

Choose data structures and abstractions based on the needs of the task.
Provide specializations for special cases.

Try new, "best” algorithms, that you read about yesterday.

Choose an algorithm in runtime based on statistics.

Benchmark on real datasets.

Test for performance regressions in Cl.

Measure and observe everything.
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DRAM
DRAM 5 seconds —
AEPe
10 minutes —
SSDe»
® HDD 1 day —
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g

Five Minutes Rule: “The price of RAM to hold a 1-KB record was about
equal to the (fractional) price of a disk drive required to access such a record
every 5 minutes.”

-Jim Gray
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Sharma, Harshit, and Anmol Sharma. "A Comprehensive Overview of
GPU Accelerated Databases." arXiv preprint arXiv:2406.13831 (2024).
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Project Corsica -- a New Zipline ASIC KRYPTRO FPGA -- Allows Verification
Using Hardware Encryption
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'AQUA nodes

~ AWS-designed
analytics processor

Amazon S3
Durable storage
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"Within an AQUA node, there are multiple
hardware modules. Custom silicon for
compression and encryption, along with custom
FPGA' s (Field-programmable gate array) for
analytics operations like scanning, filtering, and
aggregation.”

“AQUA is designed to deliver up to 10X
performance on queries that perform large
scans, aggregates, and filtering with LIKE and
SIMILAR_TO predicates. Over time we expect to
add support for additional queries.”
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FPGA-Accelerated Compactions for LSM-based Key-Value Store

L

* + - * . .
, Hao Xu', Nanlong Yu', Gui Huang , Tieying Zhar

Teng Zhan
, Zhongdong Huang', and Jianling Sun

* Alibaba Group
" Alibaba-Zhejiang University Joint Institute of Frontier Technologies, Zhejiang University

( Driver
{yunanlong, hzd, sunjl] @zju.edu.cn

Abstract
Log-Structured Merge Tree (LSM-tree) key-value (KV
have been widely deployed in the indu due to its high
write efficiency and low costs as a tiered storage. To main-
i antages, LSM-tree relies on a background com-
or collect garbages
work, we identify that

B Throughput

slow compactions jeopardize the system performance due
to unchecked oversized levels in the LSM-tree, and resource
contentions for the CPU and the I/O. We further find that the

compactions to be bounded by CPUs when mergin
KVs. This causes both query/transaction processing and back
ground c‘ompact?ons t_o compete for the bottlenecked CPU Figure 1: Impacts of added CPU threads for compactions on
resources extensively in an LSM-tree KV store. the overall m throughput
In this paper, we propose to offload compactions to FPGAs -

Figure 4: System Overview of the Storage Engine with the
FPGA-offloading of Compactions.
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